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Abstract

This paper develops and discusses a modeling framework called learning gradients that
allows for predictive models that simultaneously infer the geometry and statistical depen-
dencies of the input space relevant for prediction. The geometric relations addressed in this
paper hold for Euclidean spaces as well as the manifold setting. The central quantity in this
framework is an estimate of the gradient of a regression or classification function, which is
computed by a discriminative approach. We relate the gradient to the problem of inverse
regression which in the machine learning community is typically addressed by generative
models. A result of this relation is a simple and precise comparison of a variety of simulta-
neous regression and dimensionality reduction methods from the statistics literature. The
gradient estimate is applied to a variety of problems central to machine learning: variable
selection, linear and nonlinear dimension reduction, and the inference of a graphical model
of the dependencies of the input variables that are relevant to prediction.
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1. Introduction

The problem of developing predictive models given data from high-dimensional physical
and biological systems is central to many fields such as computational biology. A premise
in modeling natural phenomena of this type is data generated by measuring thousands of
variables lies on or near a low-dimensional manifold. This hearkens to the central idea of
reducing data to only relevant information that was fundamental in the paradigm of Fisher
(1922) and goes back at least to Adcock (1878) and Edegworth (1884). For an excellent
review of this program see Cook (2007).
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The modern reprise of this program in the machine learning literature has been the idea
of “manifold learning”. This has given rise to a variety of algorithms: isometric feature map-
ping (ISOMAP) (Tenenbaum et al., 2000), local linear embedding (LLE) (Roweis and Saul,
2000), Hessian Eigenmaps (Donoho and Grimes, 2003), and Laplacian Eigenmaps (Belkin
and Niyogi, 2003) are all formulated to estimate a low-dimensional underlying manifold from
high-dimensional sparse input or explanatory variables. However, these approaches are un-
supervised and so do not use output or response variates in the models or algorithms and
hence may be suboptimal with respect to predicting response. In statistics the ideas devel-
oped in sliced inverse regression (SIR) (Li, 1991), Kernel dimensionality reduction (KSIR)
(Fukumizu et al., 2005), (conditional) minimum average variance estimation (MAVE) (Xia
et al., 2002), and sliced average variance estimation (SAVE) (Cook and Weisberg, 1991)
consider simultaneous dimensionality reduction and regression. The response variates are
taken into account and the focus is on linear subspaces. These approaches do not extend to
the manifold paradigm. In series of papers Mukherjee and Zhou (2006); Mukherjee and Wu
(2006); Mukherjee et al. (2006), the method of learning gradients was developed to allow
for simultaneous dimension reduction and regression in the manifold setting.

In this paper we provide a general statistical framework based on learning gradients
that simultaneously infers a predictive model and estimates the geometry and statistical
dependence of the input variables relevant to prediction.

In Section 2 we provide a statistical foundation for the centrality of the gradient es-
timate and its relation to inverse regression. The central quantity in this theory will be
the gradient outer product (GOP) and this theory will provide a comparison of a variety
of statistical methods for simultaneous dimension reduction and regression (Li, 1991; Xia
et al., 2002; Cook and Weisberg, 1991; Li, 1992). An algorithm for estimating the gradient
is stated in Section 3. The remaining sections illustrate how the GOP can be used for a
variety of machine learning tasks. In Section 4 we discuss variable selection and feature
construction. For feature construction we describe methods for linear and nonlinear dimen-
sionality reduction. The nonlinear methods are based on a local notion of the GOP and
diffusion maps (Coifman et al., 2005a,b; Szlam et al., 2007). In Section 5 the GOP is used
to infer a graphical model of dependencies between the input variables that are relevant in
predicting the response variable. The methods developed are applied to simulated data as
well as real data. Linear and nonlinear dimension reduction was applied to the classification
of handwritten digits and graphical models were inferred on gene expression data providing
putative gene networks. We close with a discussion.

2. A statistical foundation for learning gradients

The standard regression problem considers data D = {Li = (Yi, Xi)}
n
i=1 where Xi is an

input variable in a p-dimensional compact metric space X ∈ X ⊂ R
p and Yi ∈ R is a real

valued output. Typically the data are drawn i.i.d. from a joint distribution, Li
i.i.d.
∼ ρ(X,Y ).

The two standard settings in the machine learning literature to model this data are
generative models and discriminative or regression models. The discriminative approach
stresses accurate predictions of the labels given the input Y |X. This is a regression ap-
proach. A common formulation of the generative approach is to model the distribution that
generates the multivariate inputs given the output class, X|Y . Sometimes this approach is
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called inverse regression. A reasonable summary of the above approaches is that generative
models are richer in terms of the information they contain, however accurate inference is
more difficult for generative models and therefore regression based approaches are preferred
in prediction.

In this paper we will advocate the simultaneous estimation of the regression function

fr(x) = EY [Y |X = x]

as well as the covariation of the inverse regression

Ω
X|Y

= cov(E(X|Y ))

as summary statistics. The regression provides a predictive model. The covariation of the
inverse regression provides a great deal of information about the geometry as well as statis-
tical dependencies of input variables relevant to prediction. We will see that an estimate of
the covariation is very useful and we will not attempt to model the full distribution of the
inverse regression.

The other concept central to this paper is given data D = {Li = (Yi, Xi)}
n
i=1 the simul-

taneous estimation of the regression function, fr(x), and its gradient ∇fr =
(

∂fr

∂x1 , ..., ∂fr

∂xp

)T
.

Central to understanding the geometry and dependencies of the input data is the gradient
outer product (GOP) matrix Γ with elements

Γij =

〈

∂fr

∂xi
,
∂fr

∂xj

〉

L2
ρX

. (1)

Using the notation a ⊗ b = abT for a, b ∈ R
p, we can write

Γ = E(∇fr ⊗∇fr).

The main result of this section is relating the two matrices Γ and ΩX|Y to each other
and explaining why the matrix Γ contains greater information and is of greater centrality in
modeling relations between relevant variables. This is outlined for a linear setting and then
generalized to nonlinear settings. Proofs of the propositions as well as the mathematical
ideas underlying these results will be developed in Section 4.4.

The linear regression problem is typically stated as

y = β · x + ε, ε∼No(0, σ2
ε
). (2)

In this case the following relation between gradient estimates and the inverse regression
holds.

Proposition 1 Suppose (2) holds. Given the covariance of the inverse regression, Ω
X|Y

=

cov(E(X|Y )), the variance of the output variable, σ2
Y

= var(Y ), and the covariance of the
input variables, Σ

X
= cov(X), the GOP matrix is

Γ = σ2
Y

(

1 − σ2
ε

σ2
Y

)2
Σ−1

X
Ω

X|Y
Σ−1

X
, (3)

assuming that Σ
X

is full rank.
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The above result states that the matrices Γ and Ω
X|Y

are equivalent modulo a scale
parameter – approximately the variance of the output variable – and a rotation – the
precision matrix (inverse of the covariance matrix) of the input variables. We argue that
the GOP is of greater importance since it contains more information than the covariance of
the inverse regression: It is well known (Li, 1991; Duan and Li, 1991) that ΩX|Y contains
information of the predictive direction β/‖β‖. But Γ also reflects the importance of this
direction weighted by the variance of the output variable y.

We now generalize Proposition 1 to the general regression setting. The key idea will be
that after partitioning the input space into small regions

X =
I
⋃

i=1

Ri

the same relation holds approximately in each region between the covariance of inverse
regression and the GOP. Assume that for each partition Ri the function is approximately
linear by a Taylor expansion

fr(x) = βi · x + εi, ∀x ∈ Ri (4)

where εi is a second order term in a Taylor expansion. This is always possible assuming the
function is smooth.

In this case the following corollary is apparent.

Corollary 2 Given partitions Ri of the input space for which (4) holds with E εi = 0, define
in each partition Ri the following local quantities: the covariance of the input variables
Σi = cov(X ∈ Ri), the covariance of the inverse regression Ωi = cov(X ∈ Ri|Y ), the
variance of the output variable σ2

i = var(Y |X ∈ Ri). Assuming that matrices Σi are full
rank, the GOP can be defined in terms of these local quantities

Γ =
I

∑

i=1

ρ
X

(Ri)σ
2
i

(

1 −
σ2

εi

σ2
i

)2

Σ−1
i Ω

i
Σ−1

i , (5)

where ρ
X

(Ri) is the measure of partition Ri with respect to the marginal distribution ρ
X
. In

general (4) only holds approximately as does (5).

Corollary 2 illustrates the centrality of the GOP in the following sense: it contains not
only information on all the predictive directions but also their importance by weighting
them with respect to the variance of the output variables. It is well known the covariance
of the inverse regression usually contains only partial information on predictive directions
and in degenerate cases (where E(X|Y ) = 0) may contain no information.

Estimates of either Γ or Ω
X|Y

can be applied to the following three applications explored
in this paper: dimension reduction, variable selection, and estimates of covariance of input
variables that are predictive. In Section 4.4.2 we will see that for dimension reduction both Γ
and Ω

X|Y
can be used for dimension reduction in the linear setting. For nonlinear functions

or when Ω
X|Y

is degenerate the GOP is well defined and can be robustly estimated while
inverse regression is problematic. For variable selection the GOP can be used but the inverse
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regression cannot. The situation for estimating the covariation of relevant input variables
is the same as dimension reduction, both Γ and Ω

X|Y
can be used for dimension reduction

in the linear setting and only the GOP has meaning for the nonlinear models or when ΩX|Y

is degenerate.
Methods presented in the statistics literature for simultaneous regression and dimension

reduction can be divided into those estimating the GOP (Xia et al., 2002; Mukherjee et al.,
2006) and those estimating the covariance of the inverse regression (Li, 1991; Cook and
Weisberg, 1991). In SIR (Li, 1991) the covariance of the inverse regression is defined as the
outer product of each (sliced) regression

Ω
X|Y

= E ((E[X|Y ] − E X) ⊗ (E[X|Y ] − E X)) .

In SAVE (Cook and Weisberg, 1991) the average variance estimate is considered and the
following matrix

SX|Y = E(cov(X) − cov(X|Y ))2

is considered. Note that
ΩX|Y = E(cov(X) − cov(X|Y )).

In the definition of S the square is taken to prevent degeneracy. In both MAVE (Xia et al.,
2002) and learning gradients (Mukherjee et al., 2006) the GOP is estimated. The difference
is the underlying model and the method of estimation. MAVE is a semi-parametric model,
estimates are made via maximum likelihood, and the method is designed for the classical
regression setting where n > p. Learning gradients uses a non-parametric model and esti-
mation is based on regularization methods and is designed for the high-dimensional setting
p � n. We provide more detailed relations between learning gradients and these methods
in Section 4.4.

A more general regression setting for high-dimensional data is when the marginal dis-
tribution ρ

X
is concentrated on a d-dimensional manifold M with d � p. The input space

is the manifold, X = M. We assume the existence of an isometric embedding ϕ : M → R
p

and the observed input variables (xi)
N
i=1 are the image of points (qi)

N
i=1 drawn from a dis-

tribution on the manifold: xi = ϕ(qi).
A generative model or inverse regression in this case is still meaningful X|Y . However,

a global covariance matrix Ω
X|Y

is not so meaningful from a modeling perspective since
all one can expect in this setting is local linear structure. The GOP defined in terms the
gradient on the manifold

Γ = E (dϕ(∇Mfr) ⊗ dϕ(∇Mfr)) = E
(

dϕ(∇Mfr ⊗∇Mfr)(dϕ)T
)

is still meaningful from a modeling perspective because gradients on the manifold take local
structure into account. Note that the d × d matrix ∇Mfr ⊗∇Mfr has central meaning in
our problem. However, we know neither the manifold nor the coordinates on the manifold
but the points in the ambient space. For this reason we can only study its properties by
investigating the GOP matrix Γ in the ambient space, a p×p matrix. Details on conditions
under which Γ provides information on ∇Mfr ⊗∇Mfr are developed in Section 4.3.

An interesting direction that we have not pursued is to consider the partitions separately
and not integrate over all partitions. This relates to the idea that different parts of the space
have different geometry or statistical dependence.
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Remark 3 The relation between inverse regression and the gradient outer product we present
is for regression. A very similar result holds for the classification setting due to the fact
that the function g(·) in the semi-parametric model (7) that the results are based on can be
a link function such as a logistic or probit function.

3. Estimating gradients

Algorithms for learning gradients were developed in the Euclidean setting for regression
(Mukherjee and Zhou, 2006) and classification (Mukherjee and Wu, 2006). The same al-
gorithms were shown to be valid for the manifold setting with a different interpretation in
Mukherjee et al. (2006). In this section we review the formulation of the algorithms and
state properties that will be relevant in subsequent sections.

The motivation for learning gradients is based on Taylor expanding the regression func-
tion

fr(u) ≈ fr(x) + ∇fr(x) · (u − x), for x ≈ u,

which can be evaluated at data points (xi)
n
i=1

fr(xi) ≈ fr(xj) + ∇fr(xj) · (xi − xj), for xi ≈ xj .

The idea behind learning gradients is given data D = {(yi, xi)}
n
i=1 simultaneously estimate

the regression function fr by a function fD and the gradient ∇fr by the p-dimensional
vector valued function ~fD.

In the regression setting the following regularized loss functional provides the estimates
(Mukherjee and Zhou, 2006).

Definition 4 Given the data D = {(xi, yi)}
n
i=1, define the first order difference error of f

and ~f on D as

ED(f, ~f) =
1

n2

n
∑

i,j=1

ws
i,j

(

yi − f(xj) + ~f(xi) · (xj − xi)

)2

.

The regression function and gradient estimate is modeled by

(~fD, fD) := arg min
(f, ~f)∈Hp+1

K

(

ED(f, ~f) + λ1‖f‖
2
K + λ2‖~f‖2

K

)

,

where fD and ~fD are estimates of fr and ∇fr given the data, ws
i,j is a weight function with

bandwidth s, ‖ · ‖K is the reproducing kernel Hilbert space (RKHS) norm, λ1, λ2, and s are
positive constants called the regularization parameters, the RKHS norm of a p-vector valued
function is the sum of the RKHS norm of its components ‖ ~f‖2

K :=
∑p

t=1 ‖
~ft‖

2
K.

A typical weight function is the Gaussian weights ws
i,j = exp(−‖xi − xj‖

2/2s2). Note
this definition is slightly different from that given in (Mukherjee and Zhou, 2006) where
f(xj) is replaced by yj and only the gradient estimate ~fD is estimated.
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In the classification setting we are given D = {(yi, xi)}
n
i=1 where yi ∈ {−1, 1} are labels.

The central quantity here is the classification function which we can define by the the
conditional probabilities

fc(x) = log

[

ρ(Y = 1|x)

ρ(Y = −1|x)

]

= arg minE φ(Y f(X))

where φ(t) = log(1 + e−t) and the sign of fc is a Bayes optimal classifier. We are not given
the value of the classification function fc(xi). Instead we are given the label yi = {−1, 1}.
So we must estimate the functions simultaneously. The following regularized loss functional
provides estimates for the classification function and gradient (Mukherjee and Wu, 2006).

Definition 5 Given a sample D = {(xi, yi)}
n
i=1 we define the empirical error as

Eφ
D(f, ~f) =

1

n2

n
∑

i,j=1

ws
ijφ

(

yi

(

f(xj) + ~f(xi) · (xi − xj)
)

)

.

The classification function and gradient estimate given a sample is modeled by

(fD, ~fD) = arg min
(f, ~f)∈Hp+1

K

(

Eφ
D(f, ~f) + λ1‖f‖

2
K + λ2‖~f‖2

K

)

,

where λ1, λ2 and s are the regularization parameters.

In the manifold setting the above algorithms are still valid. However the interpretation
is different. We state the regression case, the classification case is analogous (Mukherjee
et al., 2006).

Definition 6 Let M be a Riemannian manifold and ϕ : M → R
p be an isometric em-

bedding which is unknown. Denote X = ϕ(M) and HK = HK(X ). For the sample
D = {(qi, yi)}

n
i=1 ∈ (M × R)n, xi = ϕ(qi) ∈ R

p, the learning gradients algorithm on
M provides estimates

(~fD, fD) := arg min
f, ~f∈Hp+1

K

{

1

n2

n
∑

i,j=1

ws
i,j

(

yi − f(xj) + ~f(xi) · (xj − xi)

)2

+ λ1‖f‖+ λ2‖~f‖2
K

}

,

where ~fD is a model for dϕ(∇
M

fr) and fD is a model for fr.

From a computational perspective the advantage of the the RKHS framework is that in
both regression and classification the solutions satisfy a representer theorem (Wahba, 1990;
Mukherjee and Zhou, 2006; Mukherjee and Wu, 2006)

fD(x) =
n

∑

i=1

αi,DK(x, xi), ~fD(x) =
n

∑

i=1

ci,DK(x, xi),

with cD = (c1,D, . . . , cn,D) ∈ R
p×n, and αD = (α1,D, ..., αn,D)T ∈ R

p. In Mukherjee and
Zhou (2006) and Mukherjee and Wu (2006) methods for efficiently computing the minima
were introduced in the setting where p � n. The methods involved linear systems of
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equations of dimension nd where d ≤ n. A result of this representation is the following
empirical estimate of the GOP

Γ̂ = cDK2cT
D =

1

n

n
∑

i=1

~fD(xi) ⊗ ~fD(xi), (6)

where K is kernel matrix with Kij = K(xi, xj).

The consistency of the gradient estimates for both regression and classification were
proven in Mukherjee and Zhou (2006) and Mukherjee and Wu (2006) respectively.

Proposition 7 Under mild conditions (see Mukherjee and Zhou (2006); Mukherjee and Wu
(2006) for details) the estimates of the gradients of the regression or classification function
f converge to the true gradients: with probability greater than 1 − δ,

‖~fD −∇f‖L2
ρx

≤ C log

(

2

δ

)

n−1/p.

Consistency in the manifold setting was studied in Mukherjee et al. (2006) and the rate
of convergence was determined by the dM , the dimension of the manifold, not the dimension
of the ambient space p.

Proposition 8 Under mild conditions (see Mukherjee et al. (2006) for details), with prob-
ability greater than 1 − δ,

||(dϕ)∗ ~fD −∇
M

f ||L2
ρ
M

≤ C log

(

2

δ

)

n−1/d
M ,

where where (dϕ)∗ is the dual of the map dϕ.

Remark 9 The idea of learning gradients has been well studied in the numerical analysis
literature in terms of computing numerical derivatives, a classical ill-posed problem. For
low dimensional data, for example p = 1, our gradient estimates are accurate. This is due
to the fact that our method is effectively a spline model and spline models have been used
with success in numerically computing derivatives (Wahba and Wendelberger, 1980).

Our methods have been specifically designed for high-dimensional data. In this situa-
tion the estimates are rough but still useful for dimension reduction problems as shown in
Mukherjee and Zhou (2006); Mukherjee and Wu (2006); Mukherjee et al. (2006).

4. Simultaneous dimension reduction and regression

In this section we study simultaneous dimension reduction and variable and feature selec-
tion under various settings. We also relate learning gradients to previous approaches for
dimension reduction in regression. We close with an empirical study of the efficacy of some
of the methods discussed in this section on real data.
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4.1 Variable selection and linear feature construction

Variable selection and linear feature construction are two problems where knowledge of the
geometry and statistical dependencies of relevant variables is important. In this section we
discuss how estimates of the GOP can be used to address these two problems. We use the
formalism in Guyon and Ellsseeff (2003) where variable selection refers to the selection of
“raw” input variables. We also use “linear feature” to refer to new variables constructed
from linear combinations of the input variables. Feature and variable selection are not well
defined problems and mathematical or statistical formulations of the problems vary (Guyon
and Ellsseeff, 2003).

4.1.1 Variable selection

The problem of variable selection is typically stated as finding a small subset or the smallest
subset of predictors that are most relevant to predicting the label or outcome (Kohavi and
John, 1997; Guyon and Ellsseeff, 2003). This idea has been formalized in the work on sparse
signal reconstruction (Candès et al., 2005) and one-norm penalization methods (Tibshirani,
1996; Chen et al., 1999).

Learning gradients can be used for the variable selection selection problem. The diagonal

elements of the empirical GOP, Γ̂ii ≈

∥

∥

∥

∂fr

∂xi

∥

∥

∥

2

L2
ρ
X

, provide a criteria for the importance of

each variable – the norm of the partial derivative. The intuition underlying this idea is if
a variable is important for prediction, then the target function (fρ or fc) changes quickly
along the corresponding coordinate and the norm of the partial derivative should be large.

In Mukherjee and Zhou (2006); Mukherjee and Wu (2006) the RKHS norms of the
empirical approximation ‖ ~fD,i‖K are used. In this case, more formally the logic is that if

‖~fD,i‖K is small, then
∥

∥

∥

∂f
∂x(i)

∥

∥

∥

∞
is small and f(x) changes slowly along the i-th coordinate

which is therefore less important for prediction. This criteria was shown to be effective in
Mukherjee and Zhou (2006); Mukherjee and Wu (2006).

We have observed in simulations that the norm used does not have much of an effect
on the rankings of the coordinates, especially in the small sample setting. Intuitively, it
seems that for regression using the L1 or L2 norm is a good idea since they dominate the
total variation of the function. For classification an argument is made for the L∞ or RKHS
norm in Mukherjee et al. (2006). We use the RKHS norm due to computational as well as
interpretational advantages.

The key issue in most formulations of variable selection is the colinearity of variables
or more generally the redundancy of information provided by a variable. The variety of
definitions of variable selection correspond to statistical or algorithmic objectives to address
the redundancy. In many applications where the only objective is predictive accuracy the
sparsest predictive regression model is desired. Our method is not optimal with respect
to this criteria since highly correlated variables will have similar RKHS norms. However,

the off-diagonal elements of the empirical GOP matrix, Γ̂ij ≈

〈

∂fr

∂xi ,
∂fr

∂xj

〉

, does provides a

measure of how two variables covary and it may be possible to use the entire GOP matrix
to find a sparse subset of variables. In the next sections we will show how a sparse set
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of features or combinations of variables can be constructed that are in some sense optimal
with respect to prediction.

4.1.2 Linear feature construction

The idea behind linear feature construction is to find a small set of linear combinations
of variables most relevant to prediction. These linear combinations called bases or factors
span a subspace V of much lower dimensionality than the data and projecting the data onto
V results in a regression independent of the original space, Y |V ⊥⊥ X. In this section we
will explore the idea of linear projections for feature selection. This idea applies to linear
as well as nonlinear functions and will be generalized to the manifold setting in Section 4.3.

In Mukherjee et al. (2006), the following concept of sensitivity along a unit vector was
introduced as a feature selection criteria.

Definition 10 Let f be a smooth function on R
p with gradient ∇f . The sensitivity of the

function f along a (unit normalized) direction u is ‖u · ∇f‖∞.

Given data D and assuming that ~fD ∈ Hp
K is an approximation of ∇f , the empirical

sensitivity along u is defined as ‖u · ~fD‖K .

When the gradient is estimated by the algorithms in Section 3, the top empirical sensitive
linear features can be easily computed (Mukherjee et al., 2006) by a spectral decomposition
of the empirical gradient covariance matrix (EGCM), Ξ = cDKcT

D where

Ξij = 〈fD,i, fD,j〉K .

Proposition 11 Let ui be the eigenvector of Ξ corresponding to the i-th large eigenvalue.
The d most sensitive features are those {u1, ..., ud} that are orthogonal to each other and
maximize ‖ui · ~fD‖K .

Projecting the data onto these d eigenvectors is linear dimension reduction and was proposed
and studied in Mukherjee et al. (2006).

The remainder of this section will explore the relation between sensitive features for
linear dimension reduction and other statistical methods for linear dimension reduction
including SIR and MAVE. These methods focus on the following semi-parametric model:

f(x) = g(BT x) (7)

where B = [b1, . . . , bd] is a p × d matrix. The linear subspace spanned by {bi}
d
i=1, denoted

by span(B), is called the effective dimension reduction (EDR) space and {bi}
d
i=1 are the

EDR directions.

A spectral decomposition of the empirical GOP matrix Γ̂ can be used to compute the d
EDR directions. This is shown by the following two results.

Lemma 12 If f satisfies the semi-parametric model (7), then the matrix Γ is of rank d.
Denote by {v1, . . . , vd} the eigenvectors associated to the nonzero eigenvalues of Γ, it holds
that

span(B) = span(v1, . . . , vd)

10
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Proposition 13 Suppose that f satisfies the semi-parametric model (7) and ~fD is an em-
pirical approximation of ∇f . Let v̂1, . . . , v̂d be the eigenvectors of Γ̂ associated to the top d
eigenvalues. The following holds

span(v̂1, . . . , v̂d) −→ span(B).

Moreover, the left eigenvectors correspond to eigenvalues close to 0.

Proof By Proposition 7 Γ̂ij → Γij and hence Γ̂ → Γ in matrix norm. By perturbation
theory, the eigenvalues and eigenvectors of Γ̂ converge to the eigenvalues and eigenvectors
of Γ respectively. The conclusions then follows from Lemma 12.

Using the empirical GOP matrix Γ to search the EDR space provides a new approach of
linear dimension reduction. However, we will show it is closely related to the sensitive feature
construction using the EGCM Ξ. We investigate this from a computational perspective.
Recall

Γ̂ = cDK2cT
D and Ξ = cDKcT

D. (8)

Without loss of generality, assume K is invertible and has the spectral decomposition K =
QDQT . Then

Γ̂ = cDQD2QT cT
D.

Suppose there is no noise which corresponds to the sample limit case. Then cDQ will be of
rank d and the EDR space is span(cDQ) by Proposition 13. For the EGCM

Ξ = cDQDQT cT
D

the top d empirical sensitive features also span span(cDQ), coinciding with the EDR space.
Therefore, the empirical sensitive features can be regarded as a re-weighting of the EDR
directions with the weight depending on the kernel. Therefore, both methods have similar
performance.

4.2 Nonlinear dimension reduction: gradient based diffusion maps (GDM)

Several recent methods for nonlinear dimension reduction have exploited the idea of random
walks on graphs and manifolds (Belkin and Niyogi, 2003, 2004; Szummer and Jaakkola,
2001; Coifman et al., 2005a,b). A mathematical formalization of this was developed in the
ideas of diffusion analysis and diffusion geometry (Coifman and Lafon, 2006; Coifman and
Maggioni, 2006).

The central quantity in all of these approaches is a diffusion operator on the graph
which we designate as L. This operator is constructed from a similarity matrix W . This
matrix represents a weighted undirected graph with the nodes as data points and edges
corresponding to the similarity between two points. Given this similarity matrix W two
common diffusion operators are the graph Laplacian

L = I − D−1/2WD−1/2, where Dii =
∑

j

Wij,

11
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and a local averaging filter

L = D−1W.

Nonlinear dimension reduction is achieved by constructing bases based on spectral decom-
positions of the diffusion operator K or powers of the diffusion operator, K t, running the
diffusion process for some time t. For most unsupervised spectral methods such as Laplacian
eigenmaps (Belkin and Niyogi, 2003) kernels of the following form are used to construct the
diffusion operator

W (xi, xj) = exp

(

−
‖xi − xj‖

2

σ1

)

. (9)

In Szlam et al. (2007) the following data or function adapted kernel was proposed to con-
struct the diffusion operator

Wf (xi, xj) = exp

(

−
‖xi − xj‖

2

σ1
−

|f(xi) − f(xj)|
2

σ2

)

.

The idea was to first learn a rough estimate of the target function and then plug this into
the kernel to construct the graph. This method was shown to work well.

The utility of these diffusion and spectral methods was most dramatic in the semi-
supervised learning setting where in addition to a small labeled dataset D we are given
many unlabeled data U drawn fro the marginal distribution, U = {xi}

u
i=1. The typical idea

was to use the labeled and unlabeled data to learn the bases to project the data onto and
then use the labeled data to learn a regression function in this low dimensional projection.

We will propose to use gradient estimates in the function adapted kernel, equation (9),
to construct gradient based diffusion maps (GDM). The idea will be to use the labeled data
to compute a gradient estimate, ~fD, and then use the gradient estimate to evaluate equation
(9) on all the labeled and unlabeled data to construct the diffusion map. The fact that our
learning gradient algorithms provide gradient estimates at any point in the input space and
not just on the labeled training data is vital in this process.

For the function based diffusion maps we need to evaluate the functional difference
between any two points. Gradient estimates can used to evaluate this for any two points
close to each other based on the following Taylor expansion

f(xi) − f(xj) ≈ ∇f(xi) · (xi) − f(xj), for xi ≈ xj.

This estimate is not reliable for points that are far apart but this is not an issue since
Wf (xi, xj) ≈ 0 for these points due to the first term in equation (9). We find in practice
symmetrizing the estimates alleviates numeric issues and improves performance

f(xi) − f(xj) ≈
1

2
(∇f(xi) + ∇f(xj)) · (xi) − f(xj), for xi ≈ xj.

Empirical comparisons of linear and nonlinear methods including GDM on real data are
detailed in Section 4.5.

12



Learning gradients: predictive models that infer geometry

4.3 The manifold setting

A premise of the manifold setting is that high dimensional data is usually concentrated
on a low dimensional manifold. This idea was central in developing learning gradients on
manifolds (Mukherjee et al., 2006). The common setting of manifold learning is to assume
that there is an isometric mapping into the ambient space, ϕ : X → R

p, and the observations
xi are the images of points of X onto R

p under ϕ, xi = ϕ(qi). The idea is analogous to the
ambient space formulation except the Taylor expansion is now on the Riemannian manifold.
The explicit formula for the regression case is given in Definition 6. Note that the algorithms
for the ambient case and the manifold case are identical.

From a modeling perspective we would like the gradient estimate provided by the al-
gorithm ~fD to approximate dϕ(∇Mfρ) (Mukherjee et al., 2006). Generally this is not true
when the manifold is nonlinear (that is, ϕ is a nonlinear map). Instead, the estimate
provides the following information on ∇

M
fρ:

(dϕ)∗ ~fD −→ ∇Mfρ as n → ∞,

where (dϕ)∗ is the dual of dϕ, the differential of ϕ.
Note that fr is not well defined on any open set of R

p. Hence it is not meaningful
to consider the gradient of ∇fr in the ambient space R

p. We cannot recover directly the
gradient of fR on the manifold since we we know neither the manifold nor the embedding.
The question becomes what can we do with the gradient estimate ~fD the empirical GOP Γ̂
or the EGCM, Ξ. We will see that these quantities are indeed meaningful and we discuss
this more formally below. When the manifold has a linear structure then ~fD has a geometric
interpretation as the gradient of the canonical extension of fr (Mukherjee et al., 2006). In
the following we consider the more general setting of a nonlinear manifold.

4.3.1 Feasibility of linear feature construction

In this subsection we explain why linear feature construction selection is still feasible. As-
sume fr satisfies the semi-parametric model (7). The matrix Γ is not well defined but Γ̂
and Ξ are. In order to show spectral decompositions of Γ̂ or Ξ provide the EDR directions,
it is enough to notice the following result.

Proposition 14 If v ⊥ bi for all i = 1, . . . , d, then vT Ξv → 0 and vT Γ̂v → 0.

Proof Let ~fλ be the sample limit of ~fD, that is

~fλ = arg min
~f∈Hp

K

{

∫

M

∫

M
e−

‖x−ξ‖2

2s2

(

fr(x) − fr(ξ) + ~f(x) · (ξ − x)
)2

dρM(x)dρM(ξ)+λ‖ ~f‖2
K

}

.

By the assumption and a simple rotation argument we can show v · fλ = 0.
It was proven in Mukherjee and Zhou (2006) that ‖ ~fD − ~fλ‖K → 0 implying

vT Ξ̂v = ‖v · ~fD‖2
K → ‖v · ~fλ‖

2
K = 0

as well as vT Γ̂v → 0. This proves the conclusion.
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Proposition 14 states that all the vectors perpendicular to the EDR space correspond
to eigenvalues near zero of Ξ and will be filtered out. This means the EDR directions can
be still found by the spectral decomposition of the EGCM.

4.3.2 Feasibility of gradient based diffusion maps

For the gradient based diffusion map to be feasible, the key is to use the gradient estimate
to evaluate the difference between points. On a manifold this is should be done by Taylor
expansion on the manifold

f(xi) − f(xj) ≈ ∇
M

f(xi) · vij , for vij ≈ 0,

where vij ∈ Txi
M is the tangent vector such that xj = Expxi

(vij) where Expxi
is the

exponential map at xi; see do Carmo (1992); Mukherjee et al. (2006). As before, ∇
M

f

is not computable and we need use ~fD instead. The following result shows that this is
reasonable.

Proposition 15 The following holds

fr(xi) − fr(xj) ≈ ~fD(xi) · (xi − xj), for xi ≈ xj .

Proof By the fact xi − xj ≈ dϕ(vij) we have

~fD(xi) · (xi − xj) ≈ 〈~fD(xi),dϕ(vij)〉 = 〈(dϕ)∗(~fD(xi)), vij〉 ≈ 〈∇
M

fr(xi), vij〉

which implies the conclusion.

These results verify that the dimension reduction methods we propose using spectral
decompositions or gradient based diffusion maps still make sense when the underlying input
space is a nonlinear manifold.

4.4 Relation to previous work

In this section we relate gradient based dimension reduction methods with several well
known methods including SIR, and MAVE.

4.4.1 Relation to minimum average variance estimation (MAVE) and outer
product of gradients (OPG)

In Xia et al. (2002) the MAVE and OPG methods were proposed. These methods share
with learning gradients the idea of using a first order Taylor expansion and minimizing
the empirical variance. MAVE starts from the semi-parametric model (7) and estimates
the EDR space directly. The gradient is used implicitly in the estimation process. The
OPG method estimates the gradient only at the sample points and computes an empirical
approximation of the GOP matrix Γ. Learning gradients has two main advantages over
these approaches:

1. the estimate of the gradient is a vector valued function that can be evaluated anywhere
in the input space and not just at sample points;

14
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2. a regularization term or shrinkage prior is added for numerical stability and statistical
robustness.

A result of the first point is that learning gradients can be used not only linear dimension
reduction by constructing an empirical GOP matrix but also for response driven nonlinear
methods such as GDM. Recall that estimate of gradient is a typical ill-posed inverse problem.
A result of the second point is that although our gradient based linear feature construction
method performance similarly to MAVE and OPG for large datasets, when n is small
or p is very large MAVE or OPG may fail while our method still works because of the
regularization.

4.4.2 Relation to sliced inverse regression (SIR)

The SIR method searches the EDR directions by a generalized eigen-decomposition problem

Ω
X|Y

β = νΣ
X

β. (10)

In order to study the relation between our method with SIR, we study the relation between
the matrices Ω

X|Y
and Γ.

We start with a simple model where the EDR space contains only one direction, the
regression function satisfies this semi-parametric model

y = g(βT x) + ε

where ‖β‖ = 1 and E ε = 0. The following theorem holds and Proposition 1 is a special
case.

Theorem 16 Suppose that ΣX is invertible. There exists a constant C such that

Γ = CΣ−1
X

Ω
X|Y

Σ−1
X

.

If g is a linear function the constant is C = σ2
Y

(

1 − σ2
ε

σ2
Y

)2
.

Proof It is proven in Duan and Li (1991) that

Ω
X|Y

= var(h(y))Σ
X

ββT Σ
X

where h(y) = E(βT (x−µ)|y)
βT Σ

X
β

with µ = E(X) and Σ
X

is the covariance matrix of X. In this

case, the computation of matrix Γ is direct:

Γ = E[(g′(βT x))2]ββT .

By the assumption Σ
X

is invertible, we immediately obtain the first relation with

C = E[(g′(βT x))2]var(h(y))−1.

If g(t) = at + b, we have h(y) = y−b−βT µ
aβT Σ

X
β

and consequently

var(h(y)) =
σ2

Y

a2(βT Σ
X

β)2
.
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By the simple fact E(g′(βT x)2] = a2 and σ2
Y = a2βT ΣXβ + σ2

ε , we get

C =
a4(βT Σ

X
β)2

σ2
Y

=
(σ2

Y − σ2
ε )

2

σ2
Y

= σ2
Y

(

1 − σ2
ε

σ2
Y

)2
.

This finishes the proof.

It is apparent that Γ and Ω
X|Y

differ only up to a linear transformation. As a consequence
the generalized eigen-decomposition (10) of Ω

X|Y
with respect to Σ

X
yields the same first

direction as the eigen-decomposition of Γ.
Consider the linear case. Without loss of generality suppose X is normalized to satisfy

Σ
X

= σ2I, we see Ω
X|Y

is the same as Γ up to a constant ≈
σ2

Y

σ4 . Notice that this factor
measures the change ratio of the response variable over the input space as well as along
the predictive direction. So we can say that Γ is more informative because it not only
contains the information of the descriptive directions but also measures their importance
with respect to the change of the response variable y.

When there are more than one EDR directions as in model (7), we partition the input
space into several small regions X =

⋃

i Ri such that over each region Ri the response
variable y is approximately linear with respect to x and the descriptive direction is a linear
combination of the column vectors of B. By Corollary 2

Γ =
∑

i

ρ
X

(Ri) Γi ≈

I
∑

i=1

ρ
X

(Ri)σ
2
i Σ−1

i Ω
i
Σ−1

i ,

where Γi is the gradient out product matrix on Ri and Ωi = cov(X|Ri). In this sense, the
gradient covariance matrix Γ can be regarded as the weighted sum of the local covariance
matrix of the inverse regression function. Recall that SIR suffers from the possible degen-
eracy of the covariance matrix of the inverse regression function over the entire input space
while the local covariance matrix of the inverse regression function cannot degenerate unless
the function is constant. Moreover, in the gradient outer product matrix, the importance of
local descriptive directions are also taken into account. These observations partially explain
the generality and a few advantages of gradient based methods.

4.5 Empirical comparisons on real data

In this section we empirically examine nonlinear dimension reduction using the gradient
based diffusion map (GDM). The efficacy of linear dimension reduction using gradient based
linear feature selection (GLFS) was studied in simulations as well as real data in Mukherjee
et al. (2006). Our approach will be to compare four dimension reduction methods: principal
components analysis (PCA), gradient based linear feature selection (GLFS), (unsupervised)
diffusion maps (DM), and gradient based diffusion maps (GDM). From the training data
we first learn the dimension reduction and then use the 5-nearest neighbor algorithm as
a classifier. The test error will serve as the criteria for the accuracy of the dimension
reduction.

The comparison is on a subset of the MNIST digits dataset, a standard benchmark
dataset used in the machine learning community (Y. LeCun,http://yann.lecun.com/exdb/mnist/).
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The dataset contains 60, 000 images of handwritten digits {0, 1, 2, ..., 9}, where each image
consists of p = 28× 28 = 784 gray-scale pixel intensities. We will focus on discriminating a
“6” from a “9”, the “69” dataset, and “3” from a “8”, the “38” data set. The first is one of
the more difficult pairwise comparisons.

For both datasets the following procedure was repeated 50 times. Randomly selection
1000 samples from each of the two digits. Select a small number of training samples (see
Tables 1 and 2 for the exact numbers). Use this training data to learn the dimension reduc-
tion. Cross-validation is used to select of dimensions, between 1 −−5, and the parameters
of the dimension reduction method. We then use the 5-nearest neighbor algorithm on the
low dimensional training data to classify the independent testing data and record the error
rate. The average over the 50 iterations is displayed in Tables 1 and 2.

For PCA and GLFS, we use only the labeled training data to construct the linear
features and train the classifier. For DM, we use the labeled training data as well as the
unlabeled test data and the kernel (9) to build the graph where the kernel parameter σ1 is
a self-tuned according to Szlam et al. (2007). For GDM we first learn the gradient on the
labeled training data and then build the graph using the function adapted kernel with the
parameter σ2 chosen by cross-validation. As a reference or best case error rate we list in
the final row of the two tables results for optimal parameters for GDM.

The results indicate that the nonlinear methods outperform linear methods when un-
labeled data is available. The response dependent methods outperform the response inde-
pendent methods. However, note that linear methods perform well when the underlying
structure of the marginal distribution is approximately linear, as may be the case for for
“6” versus “9”.

Labeled points 20 40 60 100 200

PCA 18.85% 15.81% 14.88% 13.08% 11.91%
GLFS 14.74% 10.49% 9.49% 8.16% 6.16%

DM 8.05% 4.44% 4.15% 3.77% 3.46%
GDM 7.24% 3.91% 3.73% 3.43% 3.21%

GDMopt 5.76% 3.42% 3.25% 2.86% 2.61%

Table 1: Comparison of error rates for the 3 vs 8 classification for the various dimension
reduction methods.

5. Graphical models and conditional independence

A key idea in Section 4.1.2 was that the estimate of the GOP matrix Γ̂ provides information
about the geometry and covariance of relevant input variables. This matrix is the covariance
matrix of a multivariate Gaussian due to the RKHS construction, see equations (8).

A very natural idea is to use a graphical model over undirected graphs to model con-
ditional independence of the multivariate distribution characterized by Γ̂. The theory of
Gauss-Markov graphs (Speed and Kiiveri, 1986; Lauritzen, 1996) was developed for multi-
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labeled points 20 40 60 100

PCA 3.43% 1.79% 1.32% 1.03%
GLFS 2.35% 1.32% 1.12% 0.86%

DM 1.75% 0.09% 0.05% 0.05%
GDM 1.08% 0.09% 0.05% 0.06%

GDMopt 0.23% 0.06% 0.05% 0.05%

Table 2: Comparison of error rates for 6 vs. 9 classification for the various dimension
reduction methods.

variate Gaussian densities

p(x) ∝ exp

(

−
1

2
xT JX + hT x

)

,

where the covariance is J−1 and the mean is µ = J−1h. The result of the theory is the
precision matrix J is the conditional independence matrix and each element Jij is a measure
of dependence between variables i and j conditioned on all other variables.

An immediate result of this is that the inverse of the GOP provides an inference on the
dependence structure of the variables relevant to prediction.

5.1 Application to real and simulated data

We construct undirected graphical models using the precision matrix J for simulated and
gene expression data. In practice, the covariance matrix is ill-conditioned so we use the
pseudo-inverse to invert Γ̂. We set the threshold for the SVD based on the decay of the
eigenvalues, specifically jumps or eigen-gaps.

For our simulation, we follow the example in Mukherjee and Zhou (2006) with some
minor modifications. We consider the regression problem by sampling 30 points from three
linear functions in R

80:

yi = xi · w1 + No(0, σy)

yi = xi · w2 + No(0, σy)

yi = xi · w3 + No(0, σy)

We draw ten points from each of the 3 functions over different partitions of the space, where

{xi}
10
i=1 = 1, {xi}

20
i=11 = 1, {xi}

30
i=21 = -1

and with slopes

w1 = 2 for j=1,...,10 and 0 otherwise,

w2 = −2 for j=11,...,20 and 0 otherwise,

w3 = −2 for j=41,...,50 and 0 otherwise.
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Figure 1: Regression simulation: (a) the response variable, (b) the GOP matrix, (c) graph-
ical model inferred.

The response values and the GOP matrix are shown in Figure (1a,b) respectively. We
build a graphical model from Γ̂ using the precision matrix J , displayed in Figure (1c).
Edges are removed for visual clarity. Distances between nodes reflect the magnitude of
the conditional dependence, with large distances reflecting strong negative correlation, and
small distances showing strong positive correlation. Nodes that are strongly independent
to all other nodes (weights ≈ 0) are removed from the graph. We notice the strongest
dependencies in the block i, j ∈ {11, . . . , 20}, corresponding to the dense red nodes in our
graph. This is consistent with our intuition, as these variables are associated with the
largest change in y in the regression problem. The dark blue block and bright yellow block
in Figure (1b) reflect the strong negative and positive dependencies we expect from this
data. Likewise, the large distance between the blue and red nodes, and the smaller distance
between the green and red nodes reflects this dependency structure.

We next explore graphical models using mRNA micro-array expression data. We ob-
tain gene expression data derived from oncogenic cell lines, in which a specific oncogene is
knocked-out (silenced). Oncogenes are cancer catalysts, triggering biological pathways that
are implicated in cancer genesis and progression. For our experiment we look at two cell
lines, the Ras and Myc oncogenic cell lines (Bild et al., 2006), classes 1 and −1 respectively.
The expression values reflect the downstream perturbations of the gene network when the
oncogene is silenced. The underling question we wish to address is how do these perturba-
tions covary within the context of a discriminative model that distinguishes the Ras and
Myc specific pathways.

We apply the classification methods described in Mukherjee and Wu (2006) to obtain
our GOP matrix. Because of the large number of variables in this problem, we set a
threshold to filter out highly independent genes (Γ̂ij < ε) to obtain a graph of 1̃500 nodes,
Figure (2). Highlighted on this graph are the nodes that correspond to the unique pathway
signatures for Ras (blue) and Myc (red) obtained in Bild et al. (2006). The most striking
observation of this graph is the presence of 3 tight clusters, with strong negative conditional
dependence of two of the clusters with the third. We also observe that many Myc genes
show stronger conditional dependence with the bottom, right cluster, and the Ras genes
exhibit a conditional dependence distributed between the two bottom clusters. We believe
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this graph captures many interesting gene dependencies that could become the basis for
future biological experiments.

Figure 2: Graphical Model: Myc/Ras Gene Expression.

6. Discussion

In this paper we provide a general statistical framework based on learning gradients that
simultaneously infers a predictive model and estimates the geometry and statistical depen-
dence of the input variables relevant to prediction.

The development of this framework argues for the centrality of the gradient outer prod-
uct (GOP) and relates a variety of methods for simultaneous dimension reduction and
regression (Li, 1991; Xia et al., 2002; Cook and Weisberg, 1991; Li, 1992). We discuss how
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the gradient estimates can be applied to a variety of problems central to machine learning:
variable selection, linear and nonlinear dimension reduction, and the inference of a graphical
model of the dependencies of the input variables that are relevant to prediction. Empirical
results for dimension reduction and inference of graphical models show the efficacy of this
approach.
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