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Abstract

In this paper, we present a hardware technique, called 
Self-Repairing Array Structures (SRAS), for masking 
hard faults in microprocessor array structures, such as 
the reorder buffer and branch history table. SRAS masks 
errors that could otherwise lead to slow system recover-
ies. To detect row errors, every write to a row is mir-
rored to a dedicated “check row.” We then read out both 
the written row and check row and compare their 
results. To correct errors, SRAS maps out faulty array 
rows with a level of indirection. 

1  Introduction
As microprocessor fabrication technology contin-

ues to shrink devices and wires and increase clock fre-
quencies, hard fault rates are consequently increasing. 
One reason is the increased probability of short and 
open circuits. As circuit dimensions continue to shrink, 
hard fault rates will increase [4, 17], as effects such as 
electromigration and gate dielectric breakdown become 
more likely. Moreover, with increasing numbers of tran-
sistors being used, the probabilities of microprocessor 
hard faults are correspondingly increasing. 

Existing solutions for hard faults, which we discuss 
in more detail in Section 2, are either very expensive or 
suffer performance penalties for many classes of hard 
faults. One class of approaches uses redundant parallel 
processors (e.g. pair and spare) to provide forward error 
recovery (FER). These systems provide high availabil-
ity, but they use a large amount of hardware and are thus 
expensive. At the other end of the high availability 
design spectrum, a recently developed scheme, called 
DIVA [3], uses only a small on-chip checker to achieve 
almost as much availability as redundant processor 
schemes. DIVA uses much less hardware than redundant 
processors, but it incurs a significant performance pen-
alty for recovery every time a fault is exercised. This 
recovery penalty can be particularly problematic for 
hard faults in heavily used circuits, such as the reorder 
buffer or instruction queue. Ideally, we would like to 

enhance DIVA to mask hard faults so that they do not 
lead to frequent, slow recoveries. 

In this paper, we develop a lightweight hardware 
technique, called Self-Repairing Array Structures 
(SRAS), that enables a microprocessor with DIVA to tol-
erate a broad class of hard faults without incurring fre-
quent performance-degrading recoveries. SRAS masks 
hard faults in array structures within the microprocessor, 
so that DIVA recovery does not have to be invoked. 
Microprocessors contain many large array structures—
including both buffers and tables, such as the reorder 
buffer (ROB) and the branch history table (BHT)—and 
our goal is to tolerate hard faults in rows of these struc-
tures. To detect and diagnose row errors, every write to a 
row is mirrored to a dedicated “check row.” We can then 
read out both the written row and the check row and 
compare their results to detect errors. To dynamically 
repair hard faults in rows, we extend a technique used in 
the context of disks and memories, in which faulty por-
tions of arrays can be mapped out by using a level of 
indirection. While our high-level design logically uses a 
level of indirection, which could degrade processor per-
formance, we present a detailed implementation that can 
optimize certain critical paths. In particular, for buffers 
that are not randomly addressable, we present an imple-
mentation that incurs no performance penalty. 

To evaluate our idea, we simulate a microprocessor 
with our hard fault tolerance mechanisms, and we com-
pare its performance to unmodified DIVA (i.e., without 
SRAS). We inject several representative types of faults 
into the simulated microprocessor. Results show that 
adding SRAS to DIVA enables a microprocessor to 
achieve performance close to the fault-free scenario 
despite the injection of hard faults into certain array 
structures. 

2  Background
In this section, we provide a brief background in 

existing techniques for tolerating hard faults in micro-
processors, before delving into the details of our fault 
model. 
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2.1  Existing Approaches
There are several existing techniques for compre-

hensively tolerating hard faults in microprocessor cores. 
The most obvious approach is forward error recovery 
(FER) via the use of redundant microprocessors in par-
allel, e.g., triple modular redundancy (TMR). For 
extreme reliability, this is an effective but not cost-effi-
cient solution. IBM mainframes [22], Tandem S2 [11], 
and Stratus [24] are examples of systems that use redun-
dant processors to mask hard faults. Mainframes also 
replicate certain structures within the processors to 
increase reliability [22]. The drawback of these schemes 
is the large added hardware expense and power usage of 
the redundant hardware. For non-mission-critical appli-
cations, this solution is not preferred.

Cost-effective approaches for comprehensively tol-
erating hard faults can be far less expensive, but they 
often sacrifice performance in the presence of hard 
faults. DIVA [3] protects a fast, aggressive processor—
from both hard and soft faults—with a small, simple, 
on-chip checker processor. The checker processor is 
simple enough that the designers could formally prove 
that its design is correct. The checker processor sits at 
the commit stage of the aggressive processor and com-
pares the results of its execution of each instruction to 
the result of execution on the aggressive processor. If the 
results differ, the checker assumes that it is correct and 
uses its result. This assumption is based on the provably 
correct design of the checker and its relatively small size 
with respect to the aggressive processor. To prevent the 
fault in the aggressive processor from propagating to 
later instructions, DIVA then flushes the aggressive pro-
cessor’s pipeline. In the fault-free scenario, the perfor-
mance of the system is virtually equal to that of the fast 
aggressive processor, since the simple checker can 
leverage the faster processor as a pre-fetch engine. 
DIVA’s small amount of redundancy is far less expen-
sive and power hungry than TMR, but it has a perfor-
mance penalty for each error it detects. Every time a 
hard fault manifests itself as an error, the performance of 
the system temporarily degenerates to that of the 
checker processor until the aggressive processor refills 
its pipeline, since the aggressive processor cannot help 
it. The checker processor is very slow—the DIVA paper 
reports that performance will degrade appreciably for 
error rates greater than one per thousand instructions. In 
the presence of hard faults that could get exercised fre-
quently, performance will suffer. 

Cost-effective approaches for tolerating only spe-
cific classes of hard faults also exist. One approach is 
the use of error correcting codes (ECC). ECC can toler-
ate up to a targeted number of faulty bits in a piece of 

data, and it is a useful technique for protecting SRAM, 
DRAM, buses, etc., from this fault model. However, 
ECC cannot tolerate more than a certain number of 
faulty bits, nor can it be implemented quickly enough to 
be a viable solution for many performance-critical struc-
tures in a microprocessor. More general approaches for 
tolerating hard faults in memory storage are discussed in 
Section 3, since they are similar to SRAS. 

2.2  Hard Fault Model
Several structural fault models have been developed 

for logic circuits and storage components over the past 
few decades [1]. The stuck-at fault model is the most 
commonly used model in VLSI testing and fault toler-
ance schemes. In the stuck-at fault model, a physical 
defect manifests itself as a signal consistently having a 
certain value (either zero or one) independent of the 
input. The coupling fault model has been recently 
defined for storage components [5]. For coupling faults, 
a write to a certain memory location always prompts a 
write to a neighboring location or locations. 

In SRAS, we use check rows to determine whether 
data that is written into a row can be read out correctly. 
In this sense, the fault detection and repair scheme of 
SRAS is independent of the underlying physical fault 
model. A fault is detected as soon as it is excited. How-
ever, in order to study the impact of SRAS on overall 
operation, we need to inject physical faults. We inject 
single-bit and all-bits stuck-at faults within a given row 
of an array. The all-bits stuck-at-x fault is equal to the 
all-neighbors coupling fault when the write variable is x. 
While single-bit stuck-at faults could be tolerated with 
ECC, albeit with a likely performance penalty, all-bits 
stuck-at faults require a different approach. 

3  High-Level View of SRAS
Technology and microprocessor architecture trends 

are leading towards larger array structures within micro-
processors. These structures include the instruction 
queue, reorder buffer (ROB), register file, reservation 
stations, register map table, branch history table (BHT), 
etc. We would like to protect these structures from hard 
faults as the probability of hard faults continues to 
increase, but we cannot afford to replicate these struc-
tures. Instead, we combine DIVA’s cost-efficient fault 
tolerance with a small amount of hardware that detects, 
diagnoses, and masks hard faults in these array struc-
tures. SRAS ensures that the performance of DIVA does 
not suffer in the presence of hard faults in frequently 
accessed array structures. 

We seek to protect these array structures in a fash-
ion similar to the way in which existing on-line 
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(dynamic) techniques protect large memory storage 
structures. The basic idea is to use a level of indirection 
to map out faulty portions of the structure. Especially as 
structures grow larger, the probability of a hard fault 
within them increases. Disk sizes, for example, long ago 
reached the point at which hard faults were expected and 
had to be tolerated. Whole disk failures were addressed 
by RAID [18]. For disk faults that did not incapacitate 
the entire disk, the solution was to map out faulty por-
tions of them at the sector granularity. Thus, a faulty 
disk could continue to operate correctly, albeit at a 
smaller effective size. Similar approaches have been 
developed for DRAM main memory. Whole chip fail-
ures are tolerated by chipkill memory and RAID-M [7, 
10], and partial failures are tolerated with schemes that 
map out faulty locations [6, 13, 19]. For SRAM caches, 
techniques have been developed to map out defective 
locations during fabrication [26] and, more recently, 
during execution [16]. While providing insight for the 
use of spare memory locations for repair, direct applica-
tion of the aforementioned methods to array structures 
within the processor bears little hope due to the perfor-
mance criticality within microprocessors.

3.1  Mapping Out Faulty Rows
We logically add a level of indirection that can map 

out faulty rows in microprocessor array structures, as 
shown in Figure 1. The remapper serves as the interface 
between the array and the rest of the microprocessor. 
There are numerous implementation issues to address in 
this design, including how to add the remapper into the 
pipeline, and we discuss them in Section 4. 

3.2  Detecting and Diagnosing Faulty Rows
While DIVA can detect errors in processor execu-

tion due to faulty rows, it cannot isolate the row or even 
the structure that is faulty. DIVA only checks end-to-end 
correctness, which is sufficient for detection but not 
diagnosis. Thus, in conjunction with remapping to toler-
ate detected faults, SRAS incorporates a simple scheme 
for detecting row errors and diagnosing which row is 
faulty. SRAS adds a handful of check rows (some are 

spares, which are used to avoid a single point of failure) 
to each structure we wish to protect. Every time an entry 
is written to the array structure, the same data is also 
written into a check row. Immediately after the two 
writes, both locations are read and their data are com-
pared (all off the critical path of execution). If the data 
differ, then one of the rows is faulty. Several options 
exist for determining which one is faulty, and we will 
explain a simple one after we first describe the mecha-
nism we exploit for distinguishing hard faults from soft 
faults. SRAS maintains small saturating counters for 
each row, which are periodically reset, and a counter 
value above a threshold identifies a hard fault. Now, to 
determine if the operational row or the check row is 
faulty, we can simply increment both of their counters in 
the case of a mismatch in their values, as long as we ini-
tially set the threshold for check row counters to be 
much higher than that for operational rows.

3.3  SRAS Operation
If an error is detected, but the hard fault threshold 

has not yet been reached, then the fault is considered to 
be transient and it is tolerated by DIVA with its associ-
ated performance penalty. If the detected error raises the 
counter to the hard fault threshold, then DIVA also toler-
ates this fault, but the system then repairs itself so as to 
prevent this hard fault from being exercised again. The 
repair actions taken depend on whether the faulty row is 
a non-check row or a check row. If it is a non-check row, 
then it can be immediately mapped out and a spare row 
can be mapped in to take its place. The spare row can 
get the correct data from the check row. If the faulty row 
is a check row, then SRAS maps in a spare check row. 

4  SRAS Implementation
In Section 3, we described SRAS at a high level. In 

this section, we delve into the implementation issues. 
We develop several implementation variations of differ-
ent aspects of SRAS, and we discuss the various pros 
and cons. Tolerating the faults and detecting/diagnosing 
them are mostly independent issues, from an implemen-
tation standpoint, so we split our discussion into these 
two topics (Section 4.1 and Section 4.2, respectively). In 
Section 4.3, we discuss the costs of SRAS, and in 
Section 4.4, we discuss the limitations of this implemen-
tation. 

We can classify array structures within the micro-
processor core into two categories: non-addressable 
buffers for which the data location is determined at the 
time of access, and randomly addressable tables for 
which the data location is determined before access. In 
order to allow timing efficient implementation of the 

data

address

storage
array

address
decode

remap

fault
info

FIGURE 1. Array Remapping
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repair logic, we exploit these distinct features of each 
type of array structures. Without loss of generality, we 
henceforth focus the discussion on one specific array 
structure from each of the two categories: the reorder 
buffer (ROB) and the branch history table (BHT). The 
ROB and BHT are representative of the kinds of array 
structures found in modern microprocessors, and thus 
the arguments and results in this paper apply broadly. 
Reorder Buffer. The ROB is a circular buffer that is 
used in dynamically scheduled (a.k.a. “out-of-order”) 
processors to implement precise exceptions by ensuring 
that instructions are committed in program order. There 
is an entry in the ROB for each in-flight instruction, and 
there are pointers to the head and tail entries in the ROB. 
An entry is added to the tail of the ROB once it has been 
decoded and is ready to be scheduled. An entry is 
removed from the head of the ROB when it is ready to 
be committed. We focus on processors that perform 
explicit register renaming with a map table, such as the 
Pentium4 [9] and the Alpha 21364 [8], in which an ROB 
entry contains the physical register tags for the destina-
tion register and the register that can be freed when this 
instruction commits, plus some other status bits. 

ROB sizes are on the order of 32-128 entries, which 
is large enough to have a non-negligible probability of a 
hard fault. The ROB is a buffer which cannot be ran-
domly addressed, and we leverage this constraint in our 
remapper implementation. The ROB has a high archi-
tectural vulnerability factor [15], in that a fault in an 
entry is likely to cause an incorrect execution. A fault in 
an ROB entry is not guaranteed to cause an incorrect 
execution for its instruction, though, since the fault 
might not change the data (i.e., logical masking) or the 
ROB entry might correspond to a squashed instruction 
(i.e., functional masking). 
Branch History Table. The BHT is a table that is 
accessed during branch prediction. Common two-level 
branch predictor designs [25] use some combination of 
the branch program counter (PC) and the branch history 
register (BHR) to index into a BHT. The BHR is a k-bit 
shift register that contains the results of the past k
branches. The indexed BHT entry contains the predic-
tion (i.e., taken or not taken, but not the destination). A 
typical BHT entry is a 2-bit saturating counter [21] that 
is incremented (decremented) when the corresponding 
branch is taken (not taken). A BHT value of 00 or 01 (10 
or 11) is interpreted as a not-taken (taken) prediction. 

BHRs and/or BHTs can be either local (one per 
branch PC), global (shared across all branch PCs), or 
shared (by sets of branch PCs). In this paper, we focus 
on the gshare two-level predictor [14], in which the 
BHT is indexed by the exclusive-OR of the branch PC 

and a global BHR. Since the BHT is a table, our remap-
per implementation for it is fairly similar to the logical 
abstraction presented earlier. The BHT has an architec-
tural vulnerability factor of zero, in that no fault in it can 
ever lead to incorrect execution. Thus, DIVA will never 
detect faults in it. However, a BHT fault can lead to 
incorrect branch predictions, which can degrade perfor-
mance. 

4.1  Tolerating Detected Faults 
While remapping with a level of indirection is 

straightforward in the abstract, implementing it in a high 
performance microprocessor pipeline requires careful 
consideration. We now present remapper implementa-
tions for the ROB and BHT.
ROB Remapper. In buffer structures, as in the case of 
the ROB, the address of the data to be accessed is deter-
mined at the time of the access. Typically, two pointers 
are used to mark the head and the tail location of the 
active rows. When a new is added, the tail pointer is 
advanced and the corresponding address becomes the 
physical address of the data. Similarly, when an entry is 
removed, the head pointer is advanced. Thus, the physi-
cal as well as logical address of the data is abstracted 
and all rows have the same functionality. Thus, the 
faulty row can easily be mapped out by modifying the 
pointer advancement logic when a hard fault is detected.
Figure 2 illustrates the implementation of the self-repair 
mechanism for buffers, with SRAS hardware high-
lighted in gray. SRAS uses a fault map bit-array to track 
faulty rows. If a row is determined to contain a hard 
fault, the corresponding bit in the fault map is modified. 
The fault map is used by the pointer advancement circuit 
to determine how far the pointer needs to be advanced. 
Once the pointer is updated accordingly, reads and 
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writes of the buffer entries proceed unmodified. Since 
the pre-processing for pointer advancement can be done 
off the critical path, the proposed modification does not 
impact the read or write access time. 

In order to avoid a reduction in the effective buffer 
size due to hard faults, spare rows can be used. Since 
there is no need to replace the faulty row with any par-
ticular spare row, the detection of the faulty row prompts 
incrementing the total buffer size by one (by adding the 
spare) while maintaining the same effective size. SRAS 
can tolerate as many hard faults as there are spares with-
out any degradation of buffer performance. If the num-
ber of faulty rows exceed the number of spare rows, then 
the effective buffer size is allowed to shrink, resulting in 
graceful degradation of the buffer performance. Assum-
ing that adding one or two to the pointers does not dra-
matically change timing or power consumption, the only 
overhead of this repair mechanism is the small addi-
tional area taken by the fault map and the additional 
power consumed for pointer pre-processing, updating 
fault map entries, and updating the buffer size. 
Section 4.3 discusses the overall overhead of the com-
plete SRAS architecture in more detail. 
BHT Remapper. In tables, the logical address of the 
data is determined by the program execution prior to 
accessing the data. Since rows do not have equal func-
tionality in tables, a faulty row needs to be replaced by a 
specific spare row. In this case, we need a logical indi-
rection to map out the faulty rows. This problem is quite 
similar to the memory repair problem, and many on-line 
repair mechanisms have been proposed [6, 13]. How-
ever, in microprocessor array structures, logic inserted 
into the critical path directly impacts performance, so 
we must implement a timing-efficient repair mecha-
nism. In SRAS, we distribute spare rows over sub-arrays 

of the table, and a spare can only replace a row within its 
own sub-array. This choice may make the use of spares 
inefficient for highly localized faults, but it enables tim-
ing efficient implementation of the repair logic, as 
shown in Figure 3. Once again, hardware for SRAS is 
shown in gray. 

Similar to the buffer case, we keep the fault map 
information in a table. However, we use an extended 
fault map which also stores the faulty-row/spare match-
ing information. If a row is identified faulty and an 
unused spare is found to replace it, the corresponding 
entry of the fault/spare match map is set to 1. The 
address decode logic, which is present in all tables, 
enables a row of the table to be read or written by gener-
ating the individual read/write enable signals for the 
table rows. During a read or write access, these signals 
are modified by the remap logic to generate the updated 
read/write enable signals for the table entries as well as 
the read/write enable signals for the spare entries. The 
remap logic consists of (nxk) 2-input AND gates and k
n-input OR gates, where n is the size of the subarray and 
k is the number of spares assigned to that subarray. Once 
a read/write signal is initiated by the address decode 
logic, this signal is “AND”ed with the corresponding 
entries of the fault/spare match map. If an entry is “1”, 
that spare replaces the row currently accessed. In this 
case, the spare replacing the faulty row will get activated 
for the access. To disable access to the faulty row, the 
bits in a row of the fault/spare match map are “NOR”ed 
and this signal is “AND”ed with the original read/write 
enable signal.

In all cases, SRAS will add two gate delays (one 
OR and one AND gate delay) to the table access time. 
Since the additional level of indirection for accessing 
the physical table entries is on the critical path, this 
additional time cannot be ignored. In order to avoid set-
up or hold time violations, we very conservatively use a 
second pipeline stage to access the table entries. This 
additional pipeline stage will impose a penalty in the 
normal mode of operation. While we expect that the 
actual performance penalty would be far less than a 
pipeline stage (e.g., if BHT access latency is not the 
determining factor in pipeline stage latency), we choose 
this pessimistic design point as a lower bound on 
SRAS’s benefit. In Section 5, we run experiments to 
assess the impact of this additional pipeline stage on the 
execution time in the absence of hard faults.

4.2  Detecting and Diagnosing Faults 
Detection and diagnosis is the same for both tables 

and buffers. While we logically need only k check rows 
in a k-way superscalar processor to detect and diagnose 
faults, the SRAS implementation may necessitate hav-
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ing even more check rows. Having only k check rows 
could lead to an unreasonably long delay to transfer the 
data along wires from one end of the array to the other. 
Wire delays are already a problem in multi-GHz micro-
processors—for example, the Intel Pentium4 has multi-
ple pipeline stages allocated strictly to wire delay—and 
we cannot ignore them in our design. A simple option is 
to divide the array into sub-arrays, each of which has k
check rows. 

4.3  SRAS Costs
The cost of a fault tolerance scheme has three 

aspects: hardware (area) overhead, performance (tim-
ing) overhead, and power consumption overhead. For 
aggressive microprocessor architectures, the perfor-
mance overhead during fault-free execution is often the 
most critical parameter. 

In order to keep the performance overhead at a min-
imum, buffers and tables are handled differently in 
SRAS. The distinct nature of buffers that makes all of 
their rows have equal functionality enables a no-timing-
overhead implementation. Tables, however, require a 
definitive logical address for the data, which results in a 
need for an additional level of indirection. This indirec-
tion results in two gate delays in access times (e.g., for 
the Pentium4, an inverter delay is about 1-2% of the 
clock period [23]). As discussed in Section 4.1, we very 
conservatively add a pipeline stage for access to tables. 
The additional pipeline stage results in increased latency 
and an increased number of stalls, and we evaluate its 
performance overhead in Section 5. 

The increase in power consumption in SRAS stems 
mostly from increased data read/write activity due to the 
check rows. Since the write/read activity is doubled, the 
dynamic power consumption in the array structures will 
roughly be doubled as well. If power consumption is 
still a concern, accesses to check rows can be reduced at 
the expense of increasing the fault detection latency. 

Finally, the area overhead of SRAS mostly stems 
from the spare rows (including spare check rows), since 
there is only one logic circuit for repair and check for 
the entire structure. Thus, there is an engineering trade-
off between availability and the area overhead incurred 
for spare rows. 

4.4  Limitations of this Implementation
The implementation of SRAS in this paper does not 

tolerate all microprocessor faults. We divide these untol-
erated faults into three categories. First, SRAS does not 
tolerate faults in its own logic, e.g., the pointer remap-
ping logic or the fault map. These structures are far 
smaller than the structures they are protecting, which 

makes them less prone to hard faults, but they could still 
fail. Second, SRAS does not tolerate a fault in a table 
sub-array if no more spare rows are available in that 
sub-array. This limitation does not apply to buffers 
except in the extreme case in which every row of the 
buffer, including spares, is faulty. Third, SRAS does not 
tolerate a fault in a sub-array (for a buffer or table) if all 
of the check rows for that sub-array are faulty. 

All of these untolerated faults present the designer 
with a classic engineering trade-off: fault tolerance ver-
sus hardware cost. Future SRAS implementations could 
develop hardened logic if the first fault model is consid-
ered important. The probabilities of the latter two cate-
gories can be decreased by designing the SRAS 
protection to use more spare rows and more check rows. 

5  Evaluation
In this section, we quantitatively evaluate SRAS. 

We compare our approach to unmodified DIVA (i.e., 
DIVA without SRAS extensions for hard faults), in 
order to determine the relative performances in the fault-
free and faulty scenarios. We begin by describing our 
methodology, and then we present our experimental 
results and the broader applicability of these results. 

5.1  System Model and Methodology
We use the SimpleScalar toolset [2] to evaluate our 

design and compare it to unmodified DIVA. We model a 
dynamically scheduled microprocessor that is similar to 
currently available microprocessors, such as the Intel 
Pentium4 [9] and Alpha 21364 [8]. The details of the 
target system are shown in Table 1. We simulate DIVA 
fault tolerance by comparing each instruction’s result to 
the fault-free result and, if they do not match, triggering 
a pipeline squash in the aggressive processor core. We 
simulate the SPEC2000 CPU benchmarks, and we use 

TABLE 1. Target System Parameters

pipeline depth 22

pipeline width 3

reorder buffer 126

functional 
units

4 integer adders and multiplier, 
1 FP adder, 1 FP multiplier

branch  
predictor

gshare: BHT is 4096 entries, 
BHT entry is 2-bit counter, 
BHR is 8 bits

registers 192

L1 D-cache 8K total size, 4-way, 2-cycle

L1 I-cache 8K total size, 4-way, 2-cycle

L2 cache 256K size, 8-way, 7-cycle
6



the SimPoint toolset [20] to choose statistically repre-
sentative samples of these long benchmarks for detailed 
simulation. We inject single-bit stuck-at-1 and all-bits 
(in a single row) stuck-at-1 faults into the simulated sys-
tems. We vary the number of injected faults of these 
types and examine their impact on system performance. 

5.2  Results
In this section, we present our results. 

ROB. In Figure 4, we display the results of our experi-
ments with injecting faults into a ROB with 126 entries. 
This large ROB size corresponds to that of the 
Pentium4. The two figures—which represent results for 
the SPEC integer and floating point benchmarks, respec-
tively—plot the speedup of SRAS as compared to 
unmodified DIVA, as a function of the number of faults 
injected. The results show that, for most of the bench-
marks, SRAS achieves a significant speedup over 
unmodified SRAS. Even for just a single all-bit fault, 
speedup results range up to 1.4. 

The trends in the graphs reveal a few interesting 
phenomena. First, the SRAS speedup in the presence of 
a given number of single-bit faults is always less than 
the speedup in the presence of the corresponding num-
ber of all-bit faults. The insight for this result is that a 
single-bit fault is far more likely to be logically masked. 
Second, the results vary across the benchmarks more 
than one might expect. For unmodified DIVA, the num-
ber of recoveries per instruction should be fairly con-
stant across benchmarks. However, as the graphs show, 
certain benchmarks (e.g., mcf) achieve smaller speedups 
than others. Also, in general, the integer benchmarks 
achieve smaller speedups than the floating point bench-
marks. We examined the raw performances of every 
benchmark, in units of instructions per cycle (IPC), and 
we discovered a direct correlation between IPC and the 
magnitude of the SRAS speedup. As IPC decreases, the 
number of recoveries per cycle decreases, and thus the 
impact of SRAS (compared to unmodified DIVA) 
decreases. 
BHT. In Figure 5, we compare the performance of 
SRAS and unmodified DIVA in the presence of hard 
faults in the BHT. We only show the results for the case 
of all-bit faults, since the results for 1-bit faults are 
almost identical. We observe in this figure that SRAS 
actually results in a slowdown with respect to unmodi-
fied DIVA. There are two reasons for this result. First, 
the penalty for faulty BHT rows is small, since each 
individual row is exercised more rarely and is more eas-
ily masked. Second, we force a very conservative per-
formance penalty on SRAS by adding an extra pipeline 
stage for remapping this table. The delay for remapping 

is only 2-4% of a pipeline stage, and this delay might 
not even be on the critical path (e.g., if the BHT access 
latency is not the critical path determinant of pipeline 
latency). However, even in the likely case that this added 
pipeline stage is overly conservative, we would still con-
clude that SRAS is probably not worth the effort for the 
BHT. 

With faults injected, SRAS speedups are still small 
and often less than one. Moreover, speedup results are 
largely independent of the number of faults and the 
benchmarks. The performance penalty incurred by 
SRAS, with respect to unmodified DIVA, depends on 
the impact of adding the pipeline stage in the front-end 
of the pipeline (i.e., towards fetch). For workloads that 
have a bottleneck at the back-end (i.e., towards commit), 
the extra latency in the front-end gets hidden. Thus, 
even when a branch is mis-predicted and flushes subse-
quent instructions, the re-fetched instructions can still 
propagate back into the pipeline before it runs out of 
instructions to execute. 

5.3  Broader Applicability of Results
Experimental results show that the addition of 

SRAS protection for the ROB is beneficial and that it is 
probably not a good idea for the BHT. These results also 
suggest which types of microarchitectural array struc-
tures are most likely to benefit from SRAS. The ROB is 
a heavily-used buffer with a high AVF, which is similar 
to the register file, reservation stations, and store buffer. 
We would expect SRAS to benefit these structures, and 
future work will explore adding SRAS protection to 
them. Conversely, the BHT is a sparsely-used table with 
an AVF of zero, which is similar to other tables that are 
used for prediction, such as for value prediction [12]. 
We would expect SRAS to have minimal impact on 
these structures, even if the remapping can be performed 
without degrading performance in the fault-free case. 
However, if a prediction table was small, and thus each 
entry was accessed more frequently, SRAS might help. 

6  Conclusions
In this paper, we have developed Self-Repairing 

Array Structures (SRAS), a hardware technique for 
masking hard faults in microprocessor array structures. 
We combine SRAS with DIVA, a cost-effective error 
correction mechanism that incurs a performance penalty 
per error. SRAS masks faults by (a) detecting and diag-
nosing them with dedicated check rows, and (b) using a 
level of indirection to map out faulty rows. Experimen-
tal results show that the addition of SRAS to heavily-
used buffers with a high AVF, such as the reorder buffer, 
improves performance (compared to unmodified DIVA) 
7
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when hard faults are injected into the simulated system. 
Results also show that SRAS is probably not beneficial 
for sparsely used tables with a low AVF, such as the 
branch history table. 
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